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Abstract: Cardinality estimation remains one of the most critical yet error-prone components of query optimization in modern 

data warehouses. Recent advances in machine learning have produced a diverse family of learned cardinality estimators that 

demonstrate substantial accuracy improvements on standard benchmarks. Yet existing evaluations predominantly rely on 

third-normal-form schemas, leaving their effectiveness on star and snowflake schemas—the backbone of analytical data 

warehousing—largely unexplored. This paper presents a systematic empirical evaluation of seven representative learned 

cardinality estimation methods spanning three paradigmatic categories: query -driven, data-driven, and hybrid approaches. All 

methods are benchmarked against the PostgreSQL histogram-based estimator on three complementary datasets: TPC-DS with 

its native snowflake schema, STATS-CEB with real-world relational data, and IMDB/JOB as the established cross-study 

reference. The evaluation encompasses estimation accuracy measured by Q-Error and P-Error, inference latency, training cost, 

model compactness, end-to-end query execution time, and robustness under simulated ETL batch insertions. Results indicate 

that hybrid methods, particularly FactorJoin, achieve the strongest accura cy on data warehouse workloads with a median Q-

Error of 1.74 on TPC-DS, while data-driven methods such as FLAT and BayesCard offer a favorable balance between 

accuracy and inference speed. BayesCard and FactorJoin exhibit the highest resilience to data upd ates, with median Q-Error 

increasing by fewer than 1.5 points after a 50% data insertion. These findings provide actionable guidance for practitioners 

seeking to deploy learned cardinality estimation in production data warehouse environments.   
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1 INTRODUCTION 

1.1 BACKGROUND AND MOTIVATION 

Query optimization in relational database management 

systems depends on accurate cardinality estimation to select 

efficient join orderings, access paths, and physical operators. 

Estimation errors propagate multiplicatively through multi-

table join plans, and even moderate inaccuracies at 

intermediate nodes can result in execution plans that are 

orders of magnitude slower than optimal. A landmark 

empirical study on the Join Order Benchmark demonstrated 

that cardinality misestimation, rather than cost model 

inadequacy, is the primary cause of suboptimal plans in 

modern query optimizers [1]. This finding has motivated a 

sustained research effort toward replacing or augmenting 

traditional histogram-based estimators with machine-

learning-driven alternatives. 

The intersection of artificial intelligence and database 

management has since matured into a recognized research 

area often termed AI4DB, encompassing learned indexing, 

knob tuning, workload forecasting, and query optimization [2]. 

Within query optimization, learned cardinality estimation has 

attracted particular attention because it addresses a well-

defined statistical problem—estimating the result size of a 

relational sub-expression—amenable to supervised and 

unsupervised learning alike. A growing body of methods now 

spans autoregressive density models, sum-product networks, 

Bayesian networks, normalizing flows, and set-based neural 

regressors. 

Despite this methodological diversity, the majority of 

evaluations are conducted on third-normal-form schemas 

such as the Internet Movie Database. Data warehouse 

environments differ in fundamental ways: they employ star 

or snowflake schemas with denormalized dimension 

hierarchies, process complex OLAP queries involving 
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grouping, aggregation, and window functions, and undergo 

periodic bulk data refreshes via ETL pipelines. A recent 

industrial deployment at ByteDance confirmed that learned 

cardinality estimation can yield measurable latency 

improvements in a production data warehouse, yet the study 

focused on a single proprietary estimator rather than a neutral 

cross-method comparison [3]. Whether the relative 

performance rankings observed on third-normal-form 

benchmarks generalize to data warehouse workloads remains 

an open empirical question. 

1.2 RESEARCH SCOPE AND CONTRIBUTIONS 

This paper addresses the above gap through a controlled 

benchmarking study that evaluates seven learned cardinality 

estimation methods on data -warehouse-representative 

workloads. 

A. Research Questions 

Four research questions guide the evaluation. RQ1 asks 

how state-of-the-art learned estimators perform on star and 

snowflake schema workloads relative to the PostgreSQL 

histogram baseline. RQ2 investigates which paradigmatic 

category—query-driven, data-driven, or hybrid—offers the 

most favorable accuracy-efficiency trade-off for OLAP-style 

analytical queries. RQ3 examines the extent to which 

improved cardinality estimates translate into reduced end-to-

end query execution time. RQ4 assesses the robustness of  

each method under simulated ETL batch insertions that 

mimic production data warehouse update cycles. 

B. Paper Organization 

The remainder of this paper is organized as follows. 

Section 2 reviews related work on learned cardinality 

estimation and prior benchmark studies. Section 3 describes 

the experimental setup, including method selection, 

benchmark datasets, and evaluation metrics. Section 4 

presents results and analysis across four evaluation 

dimensions. Section 5 discusses findings, practical 

recommendations, limitations, and future directions. 

2 RELATED WORK 

2.1 TAXONOMY OF LEARNED CARDINALITY 

ESTIMATION 

Learned cardinality estimation methods can be 

classified into three families based on their training signal and 

data requirements. 

A. Query-Driven Approaches 

Query-driven methods treat cardinality estimation as a 

supervised regression problem, training on pairs of executed 

queries and their observed cardinalities. The Multi-Set  

Convolutional Network was among the earliest to apply deep 

learning to multi-table join estimation, using separate neural 

modules for tables, joins, and predicates to predict log-

transformed cardinalities on the IMDB benchmark [4]. 

Subsequent work introduced Flow-Loss, a  plan-aware 

objective function that optimizes cardinality models for plan 

quality rather than pointwise estimation accuracy by 

formulating query optimization as a flow-routing problem on 

a plan graph [5]. A key limitation of query-driven methods is 

their dependence on a representative training workload; when 

the production query distribution shifts, accuracy can degrade 

substantially. 

B. Data-Driven Approaches 

Data-driven methods learn the joint probability 

distribution of database columns from the data itself, 

requiring no executed query workload. Naru introduced deep 

autoregressive models with progressive sampling to estimate 

cardinalities for single tables, demonstrating up to two orders 

of magnitude accuracy improvement over histograms [6]. 

NeuroCard extended this paradigm to multi-table joins by 

constructing a single autoregressive model over an entire 

database using join-sampling-based training [7]. An 

alternative probabilistic direction, DeepDB, employed 

Relational Sum-Product Networks that decompose table data 

into row and column clusters, supporting both cardinality 

estimation and approximate query processing [8]. Building on 

the SPN family, FLAT introduced Factorized Sum -Product 

Networks that combine SPN structures with independent 

factorizations, achieving inference latencies of 0.3 to 0.5 

milliseconds per query while maintaining competitive 

accuracy [9]. Data-driven methods avoid the workload-

dependence problem, yet their accuracy on multi-table joins 

is bounded by the quality of the learned joint distribution over 

high-dimensional relational data. 

2.2 HYBRID AND JOIN-SPECIFIC METHODS 

Hybrid methods seek to combine the strengths of both 

paradigms. UAE proposed a unified deep autoregressive 

architecture that learns simultaneously from data tuples and 

query-cardinality pairs using differentiable progressive 

sampling with a Gumbel-Softmax relaxation [10]. FactorJoin 

takes a factored approach, combining accurate single-table 

estimators with upper-bound-based join estimation using 

degree statistics at join keys, thereby achieving strong end-

to-end performance with theoretical guarantees [11]. These 

hybrid designs mitigate the distributional assumptions of pure 

data-driven methods while reducing the workload 

dependence of pure query-driven approaches. 

2.3 PRIOR BENCHMARK STUDIES 

Several comprehensive evaluations have examined 

learned cardinality estimation. An early readiness assessment 

compared five learned methods against eight traditional 

baselines across four real-world datasets, finding that learned 

models are more accurate yet suffer from high training costs 

and instability under data updates [12]. A subsequent end-to-

end benchmark introduced the STATS-CEB workload and 

the P-Error metric, which measures the ratio of estimated to 
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true plan costs, providing a more reliable indicator of end-to-

end performance than Q-Error alone; that study concluded 

that FLAT and BayesCard offer the strongest practicality 

trade-offs [13]. An in-depth investigation tested learned 

estimators on full TPC-DS with over twenty tables and four 

hundred columns, revealing that estimation errors escalate 

sharply with increasing join depth and schema complexity [14]. 

While these studies advance the understanding of learned 

cardinality estimation under diverse conditions, none isolate 

data warehouse snowflake-schema workloads as the primary 

evaluation axis. The present study fills this gap by conducting 

the evaluation with TPC-DS as the principal benchmark and 

by including robustness analysis under simulated ETL batch 

loads. 

3 EXPERIMENTAL SETUP 

3.1 SELECTION AND CONFIGURATION OF 

METHODS 

Seven learned cardinality estimation methods were 

selected to cover all three paradigmatic families, ensuring 

representation of each major learning paradigm in the current 

literature. The query-driven category is represented by 

MSCN, which remains the most widely referenced 

supervised approach. The data -driven category includes four 

methods spanning distinct probabilistic architectures: 

NeuroCard (deep autoregressive), DeepDB (relational sum -

product network), FLAT (factorized sum-product network), 

and BayesCard (Bayesian network). The hybrid category 

comprises UAE, which unifies data -driven and query-driven 

learning within a single autoregressive architecture, and 

FactorJoin, which combines single-table density estimation 

with degree-based join-size bounding. All learned methods 

were configured following the hyperparameter settings 

described in their original publications and validated against 

the recommendations in a design-space exploration study [15]. 

BayesCard was included despite its preprint status beca use it 

serves as a primary baseline in multiple peer-reviewed  

benchmarks and offers unique advantages in update 

efficiency through incremental Bayesian network parameter 

adjustment [16]. The PostgreSQL 13.1 histogram-based 

estimator serves as the traditional baseline throughout all 

experiments, configured with its default statistics target of 

100 and analyze frequency. Each learned method was trained 

on the target dataset using the procedure prescribed by its 

authors, with training-validation-test splits consistent with  

those used in prior benchmark studies. To ensure 

reproducibility, all training scripts, query workloads, and 

evaluation code are organized following the directory 

structure of publicly available cardinality estimation 

benchmark repositories. 

3.2 BENCHMARK DATASETS AND WORKLOADS 

Three benchmark datasets were selected to balance 

data-warehouse-specific evaluation with cross-study 

comparability. 

TABLE 1. SUMMARY STATISTICS OF THE THREE 

BENCHMARK DATASETS. 

Dataset Table

s 

Selecte

d 

Queries 

Join 

Dept

h 

Schema 

Type 

Ra

w 

Siz

e 

TPC-DS 

SF=1 

24 30 3–8 Snowflak

e 

1 

GB 

TPC-DS 

SF=10 

24 30 3–8 Snowflak

e 

10 

GB 

STATS-

CEB 

8 146 2–8 Relationa

l 

574 

MB 

IMDB/JO

B 

21 113 3–16 3NF 3.6 

GB 

A. TPC-DS Data Warehouse Benchmark 

TPC-DS is the industry-standard decision-support 

benchmark maintained by the Transaction Processing 

Performance Council. Its schema consists of 24 tables 

organized in a snowflake topology with seven fact tables 

(store_sales, catalog_sales, web_sales, store_returns, 

catalog_returns, web_returns, inventory) and seventeen 

dimension tables including customer, item, date_dim, and 

store. The benchmark defines 99 parameterized SQL-99  

query templates incorporating grouping, aggregation, 

window functions, and nested subqueries. The data generator 

produces skewed, non-uniform distributions that simulate 

realistic retail analytics scenarios across three sales channels: 

physical stores, catalogs, and web. To maintain a tractable 

experimental scope, 30 queries involving multi-table joins 

across fact and dimension tables were selected, with join 

depths ranging from three to eight tables. These queries were 

chosen to represent a balanced mix of reporting, ad-hoc 

analytical, and iterative OLAP workload categories. 

Experiments were conducted at scale factors 1 and 10, 

corresponding to approximately 1 GB and 10 GB of raw data. 

TPC-DS is the primary evaluation dataset in this study 

because it is the only standard benchmark featuring a genuine 

data warehouse snowflake schema with realistic dimensional 

hierarchies. 

B. STATS-CEB and IMDB/JOB Benchmarks 

The STATS dataset originates from the Cross Validated 

Stack Exchange data dump and consists of eight interrelated 

tables (users, posts, postLinks, postHistory, comments, votes, 

badges, tags). Its accompanying STATS-CEB workload 

provides 146 hand-crafted queries with join depths from two 

to eight tables, exhibiting strong attribute correlations, 

skewed value distributions, and heterogeneous join 

relationships that include both primary-key-to-foreign-key 

and foreign-key-to-foreign-key patterns. The IMDB/JOB 

benchmark, derived from a May 2013 snapshot of the Internet 

Movie Database, contains 21 tables and 113 queries 

organized into 33 families with three to sixteen joins per 

query. The IMDB data is characterized by highly correlated 

attributes and non-uniform distributions that reflect the 
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organic structure of real-world entertainment metadata. Both 

datasets serve as real-world baselines that complement the 

synthetic nature of TPC-DS data, and their diverse join 

topologies—including chain, star, and cyclic patterns—test 

estimators under conditions not present in the FK-PK-

dominated TPC-DS schema. Including IMDB/JOB enables 

direct comparison with results reported across the existing 

literature. 

3.3 EVALUATION METRICS AND PROTOCOL 

A. Accuracy Metrics 

Estimation accuracy is measured using two 

complementary metrics. Q-Error, defined as max(ê/e, e/ê) 

where ê is the estimated and e is the true cardinality, captures 

the multiplicative deviation of individual sub-plan estimates; 

values are reported at the median, 95th percentile, 99th 

percentile, and maximum. P-Error, proposed in a prior 

comprehensive benchmark study, measures the ratio of the 

optimizer's estimated plan cost when using learned estimates 

to the cost under true cardinalities, providing a more d irect 

proxy for plan quality than Q-Error. Where cardinality 

estimation does not affect plan selection, P-Error equals one 

regardless of the Q-Error magnitude, making it a  more 

meaningful metric for end-to-end evaluation. 

B. Practical Metrics 

Practical deployment considerations are assessed 

through four additional metrics: inference latency measured 

as the average wall-clock time in milliseconds per query over 

three repetitions, training time measured in minutes on a 

single NVIDIA A100 GPU, model size in megabytes of 

serialized parameters, and update time after batch data 

insertion. End-to-end evaluation measures total query 

execution time on PostgreSQL 13.1 modified to inject 

external cardinality estimates, following the injection 

methodology established by the STATS-CEB benchmark. 

All timing measurements are conducted under warm -cache 

conditions after two warm-up runs, on a server equipped with 

an Intel Xeon Gold 6248R processor, 256 GB RAM, and 

NVMe SSD storage. A learned method was evaluated using 

ALECE's dynamic-workload protocol when testing 

robustness under data insertions of 10%, 20%, and 50% of the 

original fact table size [17]. 

4 RESULTS AND ANALYSIS 

4.1 ESTIMATION ACCURACY COMPARISON 

A. Single-Table Estimation Accuracy 

Single-table accuracy was evaluated on TPC-DS 

dimension tables and STATS individual-table queries. All 

data-driven methods achieved median Q-Errors below 1.5 on 

single-table predicates, with FLAT attaining the lowest  

median of 1.12 on TPC-DS dimension tables. BayesCard and 

FactorJoin also performed strongly, with medians of 1.18 and 

1.15 respectively. MSCN, as a query-driven method, 

exhibited slightly higher single-table errors (median 1.34) 

because its training signal comes from executed queries 

rather than the underlying data distribution. The PostgreSQL 

baseline achieved a median single-table Q-Error of 1.86, 

confirming that histogram-based estimation remains 

reasonably effective for single-table selections where 

attribute independence assumptions are less problematic. 

These single-table results are broadly consistent with prior 

observations in normalizing-flow-based estimation research 
[18]. 

B. Multi-Table Join Estimation Accuracy 

The multi-table join evaluation reveals larger 

performance separations. Table 2 presents Q-Error statistics 

on TPC-DS (SF=1), the primary data warehouse benchmark. 

TABLE 2. MULTI-TABLE JOIN Q-ERROR ON TPC-DS 

(SF=1). LOWER VALUES INDICATE BETTER ACCURACY. 

BEST RESULTS ARE IN BOLD. 

Method Median 95th 99th Max 

PostgreSQL 4.82 287.6 1843.5 8.7×10⁴ 

MSCN 3.56 78.3 412.7 5.2×10³ 

NeuroCard 2.41 45.2 198.3 2.8×10³ 

DeepDB 2.73 52.8 267.4 4.1×10³ 

FLAT 1.89 28.6 142.5 1.6×10³ 

BayesCard 2.15 38.4 178.2 2.3×10³ 

UAE 2.08 34.7 156.8 1.9×10³ 

FactorJoin 1.74 24.3 118.6 1.2×10³ 

FactorJoin achieves the lowest errors across all 

percentiles, with a median Q-Error of 1.74 and a 99th-

percentile error of 118.6. FLAT ranks second with a median 

of 1.89. The snowflake schema structure of TPC-DS, where 

joins are predominantly foreign-key-to-primary-key between 

fact and dimension tables, appears to benefit FactorJoin's 

degree-based join estimation, which exploits exactly this 

structural regularity. 

Table 3 reports corresponding results on STATS-CEB 

and IMDB/JOB. 

TABLE 3. MULTI-TABLE JOIN Q-ERROR ON STATS-CEB 

AND IMDB/JOB. BEST RESULTS PER METRIC ARE IN BOLD. 

Method STA

TS 

Medi

an 

STA

TS 

95th 

STA

TS 

99th 

JOB 

Medi

an 

JO

B 

95t

h 

JOB 

99th 

PostgreS

QL 

5.13 324.8 2156.

3 

3.94 256

.3 

1724

.8 

MSCN 3.28 64.5 356.2 3.12 58.

7 

298.

4 

NeuroCa

rd 

2.17 38.6 167.4 1.98 32.

4 

148.

6 

DeepDB 2.52 46.3 214.8 2.34 41.

7 

196.

3 

FLAT 1.63 22.4 108.7 1.52 19.

8 

96.4 

BayesCa 1.91 31.5 145.6 1.78 27. 132.
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rd 6 8 

UAE 1.82 28.3 132.4 1.67 24.

1 

118.

5 

FactorJo

in 

1.48 18.7 92.3 1.38 16.

2 

84.7 

The relative ranking of methods is consistent across all 

three datasets, with FactorJoin and FLAT occupying the top 

two positions. An important cross-dataset observation 

emerges: the accuracy gap between learned methods and 

PostgreSQL is narrower on TPC-DS (2.77× median 

improvement for FactorJoin) than on STATS-CEB (3.47×) or 

IMDB/JOB (2.86×). This compressed gap likely reflects the 

regularity of TPC-DS's FK-PK join structure, which partially 

mitigates the independence assumptions underlying 

histogram-based estimation. 

 

FIGURE 1. CUMULATIVE DISTRIBUTION OF Q-ERROR ON 

TPC-DS (SF=1) 

Cumulative distribution functions of Q-Error across all 

30 TPC-DS evaluation queries for each method. FactorJoin 

and FLAT achieve the steepest curves, with over 80% of their 

estimates falling below a Q-Error of 3.0. NeuroCard, 

BayesCard, and UAE form a middle cluster, reaching the 80% 

threshold at Q-Error values between 3.5 and 4.2. MSCN and 

PostgreSQL exhibit the most gradual ascent, with  

PostgreSQL retaining approximately 15% of estimates above 

Q-Error 10.0. The separation between learned methods and 

the PostgreSQL baseline is most pronounced in the upper tail 

beyond the 90th percentile. 

4.2 EFFICIENCY AND SCALABILITY 

Practical deployment in data warehouses demands not 

only accurate estimates but also low inference latency and 

manageable resource consumption. Table 4 summarizes the 

efficiency characteristics of each method measured on TPC-

DS (SF=1). 

TABLE 4. EFFICIENCY METRICS ON TPC-DS (SF=1). 

INFERENCE LATENCY IS THE AVERAGE PER-QUERY WALL-

CLOCK TIME. TRAINING TIME IS MEASURED ON A SINGLE 

NVIDIA A100 GPU. 

Method Inference Training Model 

(ms/query) (min) Size (MB) 

PostgreSQL 0.02 — — 

MSCN 1.8 12.5 3.2 

NeuroCard 28.4 87.3 18.6 

DeepDB 5.6 34.2 42.8 

FLAT 0.4 8.7 6.4 

BayesCard 0.9 5.3 2.8 

UAE 15.2 45.6 12.4 

FactorJoin 2.3 6.8 4.1 

The efficiency results reveal a pronounced trade-off 

between learning paradigm and inference speed. FLAT 

achieves the lowest learned-method latency at 0.4 ms per 

query, approximately 70× slower than the PostgreSQL 

baseline yet fast enough for interactive a nalytical workloads. 

BayesCard follows at 0.9 ms with the smallest model 

footprint of 2.8 MB. At the other end, NeuroCard's 

progressive sampling procedure requires 28.4 ms per query, 

which may be prohibitive for latency-sensitive data 

warehouse environments processing thousands of concurrent 

OLAP queries. UAE occupies a similar high-latency tier at 

15.2 ms due to its combined data -query learning pipeline. 

Scaling to TPC-DS SF=10 amplifies these differences. 

NeuroCard's training time increases to 412 minutes and its 

inference latency rises to 47.6 ms, while FLAT and 

BayesCard remain below 1.5 ms and 2.1 ms respectively. 

FactorJoin scales well at 3.8 ms inference on SF=10, as its 

join-estimation component depends on degree statistics rather 

than full density models. 

 

FIGURE 2. END-TO-END QUERY EXECUTION TIME ON 

TPC-DS AND STATS-CEB 

Total query execution time (in seconds) for the 30 TPC-

DS and 146 STATS-CEB queries under each estimation 

method, measured on PostgreSQL 13.1 with injected 

cardinality estimates. On TPC-DS, FactorJoin achieves the 

lowest total execution time of 328.5 seconds (1.47× speedup 

over the PostgreSQL baseline of 482.6 seconds), followed by 

FLAT at 342.7 seconds (1.41×) and UAE at 351.4 seconds 

(1.37×). On STATS-CEB, FactorJoin attains 218.2 seconds 

(1.50× speedup over 326.4 seconds), with FLAT at 228.6 

seconds (1.43×). MSCN provides the smallest improvement 

at 1.14× on TPC-DS and 1.15× on STATS-CEB. 

The end-to-end results confirm that improved 

estimation accuracy translates into meaningful, though 

moderate, execution time reductions on data warehouse 

workloads. The plan-aware training approach advocated by 

earlier research on query-plan-sensitive loss functions 

provides context for understanding why raw Q-Error 
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reductions do not proportionally translate into execution 

speedups [19]. MSCN, despite producing moderately accurate 

estimates, generates fewer plan changes because its errors 

tend to cluster in sub-plans where the optimizer's cost 

landscape is relatively flat. 

4.3 END-TO-END QUERY PERFORMANCE 

A. Plan Quality and Execution Time 

A granular analysis of plan quality reveals that the 

benefit of learned estimation is concentrated in a subset of 

complex queries. Across the full 30-query TPC-DS workload, 

FactorJoin achieves a total execution time of 328.5 seconds 

compared to the PostgreSQL baseline of 482.6 seconds, 

corresponding to the 1.47× speedup reported in Figure 2. On 

TPC-DS, 12 of the 30 evaluation queries exhibit identical 

execution plans across all methods, meaning the optimizer 

selects the same join ordering and access paths regardless of 

estimation source. For these queries, execution time 

differences are negligible (within 2%). The remaining 18 

queries, which involve four or more joined tables and contain 

inequality or range predicates on dimension attributes, 

account for nearly all the observed speedup. On these plan-

sensitive queries, FactorJoin reduces total execution time by 

2.14× relative to PostgreSQL, while FLAT achieves 1.92×. 

This concentration effect underscores that learned estimation 

provides the greatest value on complex analytical queries—

precisely the workload profile that characterizes data 

warehouse environments. End-to-end cost estimation 

research has established that accurate cardinality feeds 

directly improve cost model reliability [20], and these results 

corroborate that finding in a data warehouse context. 

B. Robustness Under Data Updates 

Data warehouses undergo regular ETL batch loads that 

alter the underlying data distribution. This evaluation 

simulates such updates by inserting 10%, 20%, and 50% 

additional rows into TPC-DS fact tables, drawn from the 

TPC-DS data generator with a shifted date range to introduce 

moderate distribution drift. After each insertion, models were 

not retrained; instead, accuracy degradation was measured 

directly. 

TABLE 5. ROBUSTNESS: MEDIAN Q-ERROR ON TPC-DS 

AFTER DATA INSERTIONS (NO RETRAINING). THE 

ORIGINAL COLUMN REPRODUCES THE PRE-INSERTION 

MEDIAN FROM TABLE 2. 

Method Original +10% +20% +50% 

NeuroCard 2.41 3.87 5.62 12.48 

DeepDB 2.73 3.24 4.18 7.56 

FLAT 1.89 2.68 3.74 8.92 

BayesCard 2.15 2.38 2.74 3.62 

UAE 2.08 3.12 4.56 9.84 

FactorJoin 1.74 1.96 2.32 3.18 

BayesCard and FactorJoin demonstrate the highest 

robustness. Under a 50% insertion, BayesCard's median Q-

Error increases from 2.15 to 3.62 (a 1.47-point rise), while 

FactorJoin's increases from 1.74 to 3.18 (a 1.44-point rise). 

By contrast, NeuroCard's error escalates from 2.41 to 12.48 

(a 10.07-point rise), indicating that autoregressive density 

models are highly sensitive to distribution shifts when not 

retrained. FLAT's degradation (1.89 to 8.92) is also 

substantial, suggesting that its factorized SPN structure, while 

efficient, does not inherently adapt to new data patterns. 

 

FIGURE 3. ROBUSTNESS CURVES: MEDIAN Q-ERROR 

DEGRADATION UNDER INCREMENTAL DATA INSERTION 

ON TPC-DS 

Median Q-Error trajectories for six learned methods as 

the percentage of inserted data increases from 0% to 50% on 

TPC-DS. BayesCard and FactorJoin maintain nearly flat 

trajectories, with Q-Errors remaining below 4.0 at all 

insertion levels. NeuroCard exhibits the steepest degradation, 

reaching a median of 12.48 at the 50% insertion point. UAE 

and FLAT follow intermediate trajectories, crossing the Q-

Error threshold of 5.0 at approximately 25% and 22% 

insertion respectively. DeepDB degrades more gradually than 

NeuroCard but still reaches 7.56 at 50% insertion. The 

contrasting degradation rates suggest that methods relying on 

localized or factored representations (BayesCard's Bayesian 

network, FactorJoin's degree statistics) possess inherently 

greater resilience to distributional drift than monolithic 

density models. 

The robustness findings carry direct practical 

implications. In production data warehouses with nightly  

ETL loads, a  method that degrades gracefully between 

retraining cycles reduces the risk of catastrophic plan 

regressions. Research on workload-robust query-driven 

estimation has demonstrated that training-time strategies can 

partially mitigate distributional drift [21], yet the present 

results suggest that architectural choices at the representation 

level play an equally important role. 

5 DISCUSSION 

5.1 KEY FINDINGS AND RECOMMENDATIONS 

The evaluation yields four principal findings relevant to 

the deployment of learned cardinality estimation in data 
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warehouse environments. Learned estimators achieve 

moderate accuracy improvements over the PostgreSQL 

baseline on TPC-DS snowflake workloads, with the best 

method (FactorJoin) attaining a 2.77× median Q-Error 

reduction. This improvement is tangible yet sma ller than the 

3.47× reduction observed on STATS-CEB, reflecting the 

structural regularity of star and snowflake schemas where 

FK-PK join patterns partially constrain the error space. 

Among the three paradigmatic categories, data -driven 

methods (FLAT, BayesCard) and hybrid methods (FactorJoin, 

UAE) consistently outperform the query-driven MSCN on all 

datasets, confirming that access to the data distribution 

provides a stronger inductive bias for cardinality estimation 

than supervised regression on query logs alone. 

End-to-end execution time reductions of up to 1.47× on 

TPC-DS, while meaningful, are concentrated in plan-

sensitive complex queries involving four or more joined 

tables. Practitioners should anticipate that simple dimension-

lookup queries will see negligible benefit from learned 

estimation. The efficiency analysis identifies FLAT and 

BayesCard as the most deployment-friendly options: both 

achieve sub-millisecond inference latencies, compact model 

sizes under 7 MB, and training times below 10 minutes on a 

single GPU, making them suitable for data warehouse 

environments where estimation must be performed at high 

throughput with minimal resource overhead. 

Robustness under data updates emerges as a key 

differentiator. BayesCard and FactorJoin retain acceptable 

accuracy even after 50% data insertion without retraining, 

while NeuroCard and UAE degrade sharply. For data 

warehouses with frequent ETL cycles, this resilience 

substantially reduces the operational burden of model 

maintenance. Practitioners operating nightly batch pipelines 

are advised to prioritize BayesCard or FactorJoin, reserving 

FLAT for scenarios where data distributions are relatively 

stable. 

5.2 LIMITATIONS 

Several limitations bound the generalizability of these 

findings. All experiments use PostgreSQL as the execution 

engine; commercial data warehouse platforms such as 

Snowflake, BigQuery, and Amazon Redshift employ 

proprietary query optimizers whose cost models and plan 

search strategies may respond differently to improved 

cardinality estimates. The TPC-DS synthetic data, while 

schema-representative, cannot fully capture the complexity of 

production data warehouse workloads with user-defined 

functions, materialized views, and concurrent query mixes. 

The robustness evaluation simulates distribution drift through 

data generator parameter shifts; real-world ETL loads may 

introduce more complex schema evolution and data quality 

issues. The evaluation also does not consider the interaction 

between learned cardinality estimation and other learned 

database components, such as learned indexing or automatic 

physical design tuning, which may produce synergistic or 

conflicting effects. 

Promising directions for future research include 

evaluating learned estimators within commercial cloud data 

warehouse platforms to assess their practical impact beyond 

open-source engines. The emerging paradigm of zero-shot 

cardinality estimation, which trains transferable models 

across databases without per-instance tuning, presents an 

appealing prospect for multi-tenant data warehouse services 

where per-database training is impractical. Integration of 

learned cardinality estimators with learned query optimizers 

that select join strategies based on predicted plan quality 

represents another avenue for compounding the benefits of 

AI-driven query processing in analytical workloads. 

Investigating how learned estimators interact with 

materialized view selection and workload-aware partitioning 

in data warehouse environments may yield further 

performance gains. 
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