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Abstract: This paper presents a real-time demand-driven inventory and fulfillment decision system that couples high-
granularity forecasting with rolling-horizon allocation under operational constraints. Using the public M5 retail dataset at the
SKU-store—day level, we train a hybrid time-series forecaster and feed its multi-step predictions into a lightweight model-
predictive control (MPC) allocator that respects capacity and lead-time limits. We evaluate accuracy using WRMSSE as the
primary metric, and report RMSE and MAE as complementary scales to mitigate the instability of MAPE in sparse-demand
series. Results show consistent accuracy gains over fixed safety-stock and (s, S) baselines, along with improved service levels
without increasing total inventory. Robustness checks with demand noise and feature ablations suggest that promotion and
calendar signals make the most significant contributions to forecast quality. The findings demonstrate that a closed-loop
predictive—prescriptive pipeline can enhance agility and resilience for retail supply chains operating under uncertain demand.
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1 INTRODUCTION

In an era of rapid market shifts and omnichannel
retailing, businesses face growing pressure to manage
inventories and fulfillment operations with greater agility and
precision. Traditional systems—built on historical averages,
static replenishment rules, and delayed reporting—are
increasingly ill-suited to today’s fast-moving, data-rich

environment. Demand fluctuates across channels and regions;

product life cycles continue to shorten; and promotional,
pricing, and marketing strategies evolve in near real time[1-
2]. At the same time, disruptions in global supply networks
introduce new layers of uncertainty that conventional
forecasting and planning methods cannot fully absorb. As a
result, retailers struggle to maintain service levels while
keeping costs under control, exposing a fundamental gap
between demand sensing and supply execution.

To address these challenges, this study proposes a Real-
Time Demand-Driven Inventory and Fulfillment Decision
System for Agile Retail Supply Chains, designed to transform
the traditional “forecast—decision—execution—feedback” loop
into a continuous, online learning and optimization cycle. The
system integrates high-granularity demand forecasting with
rolling horizon optimization under capacity, time, and cost
constraints[3]. Causal and temporal hybrid models,
combining interpretable gradient boosting and time-series

deep learning, generate SKU-store—day-level demand
predictions using both internal (transaction, price, promotion,
store traffic) and external (holiday, weather) variables. These
forecasts are integrated into a multi-echelon optimization
layer, encompassing stores, forward warehouses, and
distribution centers, which is implemented through Model
Predictive Control (MPC) and Approximate Dynamic
Programming (ADP)[4-5]. The system’s goal is to
dynamically align replenishment, allocation, and fulfillment
decisions with real-time demand patterns, thereby reducing
forecast lag, inventory distortion, and manual intervention
errors.

To evaluate the feasibility and effectiveness of this
approach, we conduct a controlled simulation experiment
based on the Walmart M5 Forecasting dataset, one of the
largest publicly available retail time-series benchmarks.
Building upon the open-source analytical framework “Back
to (Predict) the Future — Interactive M5 EDA”, we extend it
with predictive—prescriptive integration and perform a series
of rolling simulation experiments. These experiments
compare the proposed real-time optimization strategy against
baseline replenishment policies (fixed safety stock and static
reorder rules)[6]. Evaluation metrics include forecast
accuracy, fill rate, stockout rate, inventory turnover, and
fulfillment lead time. Results demonstrate that coupling Al-
driven forecasting with synchronized optimization can
enhance service levels and reduce operational costs without
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increasing overall inventory levels. The findings validate the
proposed system’s potential to support agile, resilient, and
data-driven retail supply chains that can rapidly adapt to
changing market conditions.

2 RELATED WORK

2.1 SurPLY CHAIN AGILITY AND REAL-TIME
DECISION-MAKING

Supply chain agility refers to a supply chain
organization's ability to respond efficiently and avoid making
knee-jerk reactions to fluctuations in consumer demand, as
well as the effects of market vulnerabilities such as
geopolitical crises, labor or raw material shortages, and
natural disasters[7-8]. An agile supply chain can more easily
accommodate, for example, sudden demand spikes and
significant changes in raw material availability.

There are two broad categories of supply chain agility:
structural and operational.

Structural agility refers to the ability to quickly realign
procurement, inventory flows, and capacity usage across the
supply chain. This requires oversight of raw materials and
finished products as they move from suppliers to
manufacturers to customers, as well as anticipating demand
trends and supply disruptions at a granular level. Automation
and seamless data flows facilitate this kind of agility [9]. With
structural supply chain agility, organizations can scale
production up or down by adjusting assets across their supply
chain network. A large retailer, for example, might create
structural agility by integrating their inventory management
software with demand forecasting to create automated stock
replenishment plans. That way, the company can quickly
respond to potential product shortages and prevent stockouts.

Operational agility is the ability to optimize processes
throughout the supply chain for a swift response to short-term,
unexpected demand and supply shifts [10]. This type of
agility comes from real-time supply chain planning, vertically
integrated manufacturing, and close relationships with
suppliers. For example, Tesla has a more vertically integrated
supply chain than most other automakers, designing many
parts and components in-house, making it less reliant on
original equipment manufacturers for parts. Leveraging this
vertical integration—as well as in-house software engineers,
advanced automation, and direct ties with chip suppliers—
Tesla redesigned their vehicles to circumvent the 2020
computer chip shortage. This operational agility helped Tesla
increase production by more than 80% in 2021 while many
other carmakers waited on their suppliers, which were
waiting on chip manufacturers.

Agility is the ability to move quickly and easily. In a
supply chain, this involves quickly reconfiguring people,
processes, and goods to handle variations in market demand
and supply, while capitalizing on new opportunities. While
there’s no one-size-fits-all approach to supply chain agility

(because organizations vary in size and nature), the goal is to
remain informed and flexible in the face of economic
volatility [11]. Companies can enhance their supply chain
agility through targeted investments in supply chain
management, which involves orchestrating the flow of goods,
data, and finances related to a product or service as it
progresses through the production process, from raw material
procurement to final product delivery.

For example, Apple diversified its manufacturing
partners across geographies so that it could source goods from
alternate partners if supply chain disruptions rendered one
impractical. That paid off when Apple needed to redesign an
iPhone component just before its 2012 launch. Apple
leveraged its Asia-based manufacturing partner Foxconn’s
operational flexibility and ability to scale production up and
down—Foxconn produces its parts in-house and can hire
3,000 employees overnight if needed—to cost-effectively
redesign the phone and its manufacturing process, getting
products to customers without compromising quality.

2.2 DATA-DRIVEN INVENTORY AND
FULFILLMENT MODELS

Purchasing stock requires a substantial financial
investment; therefore, accurately predicting demand for a
specific product or products is a key issue in inventory
management. Factory owners, retailers, and personnel must
manage inventory levels effectively to strike the right balance,
ensuring a steady supply of products without surplus or
undersupply [12]. The ultimate aims of inventory
management and optimization are to ensure that:

® Oversupply and its associated costs (storage,
distribution, wastage, and transportation) are
significantly reduced.

Customer demand for a product is met.
Items in the inventory are sold quickly.

Profit is maximized due to increased efficiency
and a reduction in overall costs.

Several factors can influence the demand for a specific
product or products. New trends and buying preferences can
either increase or decrease the demand for an existing product.
Markets frequently become saturated, and seasonal changes
can significantly impact product demand. Additionally,
external factors, such as natural disasters, can also have an
impact. Companies often stockpile inventory in order to meet
potential future demand; however, this can result in additional
holding costs.

Many companies use spreadsheet-based forecasting
models to predict future demand and manage their inventory.
However, these forecasting models tend to be simplistic and
do not account for all the variables and factors involved. The
primary issue revolves around differentiating between
anticipated demand and actual demand. Predicting actual
demand involves gathering sufficient data to make informed
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decisions about stock purchasing and replenishment.

2.3 THEORETICAL FOUNDATIONS OF REAL-TIME
INVENTORY OPTIMIZATION

Real-time inventory tracking is the process of
continuously monitoring and updating inventory levels as
changes occur. With real-time inventory tracking, businesses
can monitor their inventory levels at any given time, enabling
them to manage their stock more efficiently, minimize
stockouts, and enhance customer satisfaction. Real-time
inventory tracking typically involves the use of a distributed
database, which is a database that is spread across multiple
locations. A distributed database enables businesses to store
and access inventory information from multiple locations,
making it easier to track inventory levels in real-time[12].

Classical inventory control models such as the
Economic Order Quantity (EOQ) and (s, S) policies assume
stationary demand distributions and periodic review cycles,
which are insufficient in fast-changing retail contexts. To
overcome these limitations, modern approaches incorporate
Model Predictive Control (MPC), Approximate Dynamic
Programming (ADP), and Reinforcement Learning (RL)
techniques, enabling rolling-horizon decision-making. These
frameworks treat replenishment and allocation as sequential
decision problems under uncertainty, where the system
continuously updates its state based on observed demand and
adjusts actions accordingly.
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FIGURE 1. HIERARCHICAL FORECASTING STRUCTURE OF
THE M5 DATASET

In the context of multi-echelon retail networks,
theoretical advances in stochastic inventory theory, multi-
period optimization, and data assimilation have provided
analytical tools to jointly model forecast uncertainty,
inventory propagation, and service-level constraints. Figure 2
illustrates the hierarchical forecasting structure used in the
MS5 dataset, which provides a foundational framework for
modeling multi-level demand dynamics across product
categories, stores, and regions. This structure inspired the
design of the multi-granularity forecasting layer in our
proposed system.

The integration of data-driven demand forecasting with

optimization-based control policies enables closed-loop
adaptability, where prediction errors are continuously
absorbed and corrected through feedback mechanisms. Such
real-time adaptive control frameworks form the conceptual
foundation of the experimental system evaluated in this study,
which applies MPC-based rolling replenishment optimization
using the Walmart M5 dataset.

3 METHODOLOGY

3.1 SYSTEM ARCHITECTURE OQOVERVIEW

The architecture of a system reflects how the system is
used and how it interacts with other systems and the outside
world. It describes the interconnection of all the system’s
components and the data link between them. The architecture
of a system reflects the way it is thought about in terms of its
structure, functions, and relationships. In architecture, the
term “system” usually refers to the architecture of the
software itself, rather than the physical structure of the
buildings or machinery. The architecture of a system reflects
how it is used and therefore changes as the system is utilized.

For example, an airport may be designed with an
architecture where the control tower and departures lounge
are located close together in the same building, while the
control tower is situated further away from the departures
lounge within the same airport. The system architecture
diagram is an abstract depiction of the system’s component
architecture. It provides a concise description of the system’s
component architecture to facilitate understanding of
component relationships and system functionality.
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FIGURE 2. END-TO-END ARCHITECTURE OF THE REAL-
TIME DEMAND-DRIVEN INVENTORY & FULFILLMENT
SYSTEM.

As shown in Figure 2, the system architecture diagram
is a visual representation of the system architecture. It shows
the connections between the various components of the
system and indicates what functions each component
performs. The general system representation illustrates the
major functions of the system and the relationships between

Published By SOUTHERN UNITED ACADEMY OF SCIENCES LIMITED 3

Copyright © 2025 The author retains copyright and grants the journal the right of first publication.
This work is licensed under a Creative Commons Attribution 4.0 International License.


http://www.upc.edu/

Journal of Economic Theory and Business Management

Journal Home: http://jetbm.suaspress.org/ | CODEN: JETBAU

Vol. 2, No. 6, 2025 | ISSN 3006-4953 (Print) | ISSN 3006-4961 (Online)

its various components.

3.2 REAL-TIME DEMAND FORECASTING
MODULE

Demand sensing is a modern retail forecasting approach
that uses real-time data and advanced analytics to more
accurately predict customer demand. Unlike traditional
demand planning, which relies heavily on historical sales
patterns, demand sensing integrates up-to-date signals such
as point-of-sale data, weather patterns, social media trends,
and economic conditions. This enables retailers to create agile,
short-term retail demand forecasts that better reflect current
market realities. Traditional approaches assume that the
future will mirror the past, but this is no longer sustainable in
today's dynamic retail environment.

(1) Data Inputs and Feature Engineering

To achieve high-frequency demand sensing, our
forecasting module ingests a rich set of multi-source
historical sales records (per SKU-store—day, as well as store
traffic metrics, inventory levels, and inputs, including
external covariates such as holidays, weather, and region-
level macroeconomic data), price, and promotional signal
data. We construct lagged features (e.g., sales over the last 1,
7, or 28 days), rolling-window aggregates (e.g., 7-day moving
average, standard deviation), difference features (day-over-
day and week-over-week changes), and encoded external
features (one-hot encoding for holidays and normalized
weather indices). These features compose two streams: (i) the
internal sequence Xt capturing intrinsic temporal dynamics,
and (ii) the external context Et capturing exogenous shock or
seasonality effects.

(2) Model Architecture and Learning Strategy

We adopt a hybrid predictive architecture combining
interpretable machine learning and deep temporal modeling.
Formally, for forecasting horizon hh, we define

y t+h=19 (Xt, Et)
Where {0 is a composed model with two components:

A gradient-boosting tree (GBDT / XGBoost / CatBoost)
branch that excels at capturing nonlinear interactions and
feature importance, and

A deep temporal model (LSTM or Transformer-based,
e.g., Temporal Fusion Transformer) branch that captures
sequential dependencies, trend shifts, and temporal patterns.

We fuse their predictions via a weighted or meta-learner
layer to yield the final y*t+h . This ensemble allows us to
maintain interpretability (via feature importance from the tree
model) while leveraging deep learning’s strength in capturing
longer temporal dependencies and nonstationary trends.

(3) Training, Evaluation, and Output Interface

Evaluation metrics. Following the M5 protocol, we
report WRMSSE as the primary metric, complemented by

RMSE and MAE. MAPE is computed only for series with
strictly positive actuals throughout the evaluation window
and is omitted for sparse-demand series to avoid divide-by-
zero distortions. WRMSSE weights follow the M5 definition,
proportional to the sales value across the evaluation hierarchy
(item—store—department—state).
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FIGURE 3. WORKFLOW OF THE REAL-TIME DEMAND

FORECASTING MODULE
Crucially, we compare rolling forecasts (model
retrained or updated periodically, making sequential

predictions) against static forecasts (model trained once and
applied over the horizon) to demonstrate the advantage of
adaptability. The forecasting module outputs predictions at
SKU-store—day granularity (and optionally aggregated
higher levels). These results serve as inputs to the decision
optimization module, delivered via API or structured data
tables (e.g., a database table with columns: SKU, store, date,
forecast, and variance).

4 EXPERIMENTS AND RESULTS

4.1 EXPERIMENTAL SETUP

The experiments were conducted using the Walmart M5
Forecasting dataset, which provides daily unit-sales records
for 3,049 products across 10 stores in 3 U.S. states (CA, TX,
WI) from 2011 to 2016. Supplementary tables—
sell _prices.csv and calendar.csv—supply weekly item-price
data and rich event annotations (holidays, SNAP days, etc.).
Data preprocessing included handling missing and zero-sales
entries, converting the wide “d_x” columns into a long format,
joining price and calendar features, and normalizing external
covariates.

Training window. To capture annual seasonality and
holiday effects, models are trained with an expanding/rolling
history of at least 365 days (or the maximum available
history). Unless otherwise stated, we use the latest 365-day
history for each forecasting run; the 28-day setting is retained
only for short-horizon sensitivity analysis.
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FIGURE 4. DATA STRUCTURE OF THE M5 DATASET
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The proposed model consistently outperformed the
baselines, reducing the RMSE by approximately 17%
compared to LSTM and by 34% compared to ARIMA.
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TABLE 1. SUMMARY OF DATASET AND PREPROCESSING

Data set training validation W evaluation

FIGURE 5. MODEL PERFORMANCE COMPARISON

Figure 5 illustrates forecast-versus-actual comparisons

STATISTICS
Category Description / Value
Dataset Walmart M5 Forecasting Dataset
Number of | 3,049 items (30,490 SKU-store
Products pairs)
Number of States | 3 (CA, TX, WI)
Total Days of | 1,941 days (2011 —2016)
Data

Ratio

Missing-Value

< 0.5 % after cleaning

Zero-Sales Ratio

~ 63 % of records

Training Period

2011-01-29 to 2016-04-24

for representative SKUs, demonstrating that the hybrid model
captures both weekly and yearly seasonality while adapting
to abrupt promotional peaks. Operational metrics (fill rate,
stockout rate, lead time) are tracked in our simulator;
aggregate summaries are omitted here for space and provided
in the appendix or replication package.

4.3 SYSTEM ROBUSTNESS AND SENSITIVITY

TESTS

Validation Period

2016-04-25 to 2016-05-22

Evaluation Period | 2016-05-23 to 2016-06-19

Forecast Window | 7 days (ahead)

Rolling Training | 28 days (retraining cycle)

Window
Hardware NVIDIA A100 GPU (40 GB
Configuration VRAM), TensorFlow 2.17 +

XGBoost 2.1 environment

4.2 MODEL EVALUATION AND COMPARATIVE
ANALYSIS

To benchmark
framework, we compared four models:

(1) ARIMA, (2) XGBoost, (3) LSTM, and (4) our
proposed GBDT + TFT hybrid ensemble. Performance was
measured using RMSE, MAE, MAPE, and WRMSSE (the

M5 official metric).

TABLE 2. MODEL PERFORMANCE COMPARISON ON THE
VALIDATION SET

the proposed hybrid forecasting

Model RMSE | MAE | MAPE (%)
ARIMA | 8.75 6.10 | 214
XGBoost | 6.92 5.02 1179
LSTM 6.34 491 | 16.5

Robustness

experiments

evaluated the model’s

resilience to data perturbation and feature removal. We
injected Gaussian noise (£10-20%) into sales and exogenous
variables, and sequentially removed price, promotion, and
event features. Forecast errors remained stable, with the
RMSE increasing by less than 10% under 20% noise,
indicating strong stability.

TABLE 3. SENSITIVITY OF FORECAST ERROR TO FEATURE

REMOVAL
Removed Feature A RMSE (%)
None (Baseline) 0
Price +2.4
Promotion +5.8
Event / Holiday +3.1
SNAP Indicator + 1.7
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FIGURE 6. ROBUSTNESS AND SENSITIVITY ANALYSIS

The sensitivity tests reveal that promotion signals have
the most considerable marginal contribution to predictive
accuracy, underscoring the necessity of integrating marketing
variables. In our calendar coverage (i.e., the training,
validation, and evaluation range), approximately 8% of days
feature a special event. Of these events, about 1/3 are
Religious (e.g., Orthodox Christmas) and 1/3 are National
Holidays (e.g., Independence Day). The remaining third is
again split into 2/3 Cultural (e.g., Valentine's Day) and 1/3
Sporting events (e.g., Super Bowl). Overall, the system
maintained reliable performance across various feature
subsets and under noisy conditions, demonstrating the
robustness essential for real-world retail forecasting.

S CONCLUSION

This study demonstrates that integrating multi-granular
time-series forecasting with rolling-horizon optimization can
materially improve fulfillment quality under practical
constraints. By training with a sufficiently long history and
evaluating with hierarchy-aware metrics (WRMSSE), the
system captures seasonal and holiday structure while
remaining responsive to weekly operational decisions. In
head-to-head comparisons with fixed safety-stock and (s, S)
controls, we observe lower forecast error and higher fill rates
without increasing total inventory exposure.

Beyond accuracy, robustness analyses confirm the
stability of the gains across categories, regions, and demand
sparsity levels. Promotion and price features emerge as
dominant drivers. Together, these findings support the
adoption of predictive-prescriptive pipelines for real-time
retail operations and provide a reproducible template—data
contracts, retraining cadence, and optimization interfaces—
for deployment at scale.
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