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Abstract: Automated formative feedback has emerged as a focal point in educational technology research, as large language 

models (LLMs) offer the prospect of providing personalized commentary on student writing at a  scale that human instructors 

alone cannot match. What is less well examined, however, is how the underlying prompting design—particularly the choice 

between single-agent and multi-agent setups—shapes the pedagogical value of the feedback produced. To examine this 

question, we conducted a controlled comparison across four prompting configurations on a corpus of 200 undergraduate 

argumentative essays: a zero-shot single-agent baseline, a  chain-of-thought single-agent variant, a  dual-role multi-agent 

pipeline in which one model drafts feedback and a nother critiques it, and a tri-role multi-agent pipeline that introduces a 

dedicated revision stage on top of the draft-and-critique loop. Each set of feedback outputs was assessed along a multi-

dimensional rubric covering accuracy, specificity, constructiveness, and tone, with three trained raters scoring independently. 

We also computed automated textual similarity metrics against expert -authored reference feedback to complement the human 

ratings and provide a more independent check. The tri-role multi-agent configuration produced the highest composite quality 

scores and, notably, the lowest rates of over-praise and hallucinated claims about essay content. The chain-of-thought single-

agent variant, while not topping the rankings, delivered surprisingly close quality at a  fraction of the inference cost, making it 

an attractive option when computational budget or latency matters. We close by discussing what these patterns mean in 

practice for educators and developers looking to integrate LLM-based feedback agents into higher-education writing 

workflows at scale.  
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1 INTRODUCTION 

1.1 BACKGROUND: THE GROWING ROLE OF 

LLM-BASED AGENTS IN EDUCATIONAL 

FEEDBACK 

The rapid advancement of large language models has 

reshaped computational approaches to natural language 

understanding and generation. Chain-of-thought prompting, 

as demonstrated by Wei et al. [1], revealed that structured 

reasoning steps embedded within prompts can substantially 

improve the quality and coherence of LLM outputs across a 

range of complex tasks. This foundational insight has since 

been extended to educational applications, where the demand 

for high-quality, individualized feedback far exceeds the 

capacity of human instructors in large enrollment courses. 

Kasneci et al. [2] provided one of the earliest 

comprehensive analyses of LLM integration in educational 

settings, identifying personalized feedback generation as a 

particularly promising application domain. Their work 

highlighted that LLMs possess the linguistic fluency and 

contextual adaptability required to approximate the formative 

feedback traditionally delivered by human tutors. The 

educational landscape has since witnessed a proliferation of 

LLM-powered tools designed to support learning, ranging 

from automated essay scoring systems to interactive tutoring 

chatbots. The convergence of these technological capabilities 

with pedagogical needs creates a compelling case for 

systematic investigation into how different prompting 

architectures influence feedback quality. 
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1.2 RESEARCH GAP: LACK OF EMPIRICAL 

COMPARISON BETWEEN SINGLE-AGENT AND 

MULTI-AGENT FEEDBACK STRATEGIES 

Despite growing interest in LLM-based educational 

tools, a  critical gap persists in the literature: the absence of 

controlled empirical comparisons between single-agent and 

multi-agent prompting architectures specifically tailored to 

formative feedback tasks. Wu et al. [3] introduced the 

AutoGen framework, which enables the orchestration of 

multiple LLM agents engaged in structured conversational 

workflows. This multi-agent paradigm offers the theoretical 

advantage of distributing cognitive subtasks—such as content 

evaluation, tone calibration, and error detection—across 

specialized agent roles. Yet, whether this architectural 

complexity translates into measurably superior feedback 

quality in educational contexts remains an open empirical 

question. 

1.3 RESEARCH QUESTIONS AND CONTRIBUTIONS 

OF THIS STUDY 

Chen et al. [4] established in their extensive review that 

artificial intelligence applications in education require 

rigorous, evidence-based evaluation to move beyond 

anecdotal claims of effectiveness. Building on this principle, 

the present study poses three research questions: (RQ1) How 

do single-agent and multi-agent LLM prompting strategies 

differ in the quality of formative feedback they generate? 

(RQ2) What types of feedback errors—over-praise, over-

inference, and hallucination—are most prevalent under each 

strategy? (RQ3) Under what conditions does multi-agent 

collaboration provide measurable advantages over single-

agent approaches? The contributions of this work include a 

reproducible experimental framework, a multi-dimensional 

evaluation rubric, and empirically grounded 

recommendations for deploying LLM-based feedback agents 

in higher education. 

2 RELATED WORK 

2.1 LLM-BASED AUTOMATED FEEDBACK IN 

EDUCATION 

The application of LLMs to automated feedback 

generation has evolved rapidly from simple prompt-response 

paradigms to more sophisticated agentic architectures. Yao et 

al. [5] proposed the ReAct framework, which interleaves 

reasoning traces with action steps, enabling LLM agents to 

decompose complex tasks into manageable sub-procedures. 

This reasoning-action synergy has direct relevance to 

educational feedback, where an effective response must 

simultaneously diagnose student errors, generate corrective 

suggestions, and maintain a supportive pedagogical tone. 

Guo et al. [6] extended this line of inquiry by developing 

a multi-agent pipeline specifically designed to address 

persistent quality issues in AI-generated educational 

feedback. Their work identified two dominant failure 

modes—over-praise, where the agent provides unwarranted 

positive evaluation, and over-inference, where the agent 

attributes understanding or intentions not evidenced in the 

student's work. The multi-agent architecture proposed in their 

study assigned distinct evaluative roles to separate a gents, 

demonstrating statistically significant reductions in both error 

categories compared to single-agent baselines. 

2.2 SINGLE-AGENT VS. MULTI-AGENT 

ARCHITECTURES IN LLM APPLICATIONS 

The distinction between single-agent and multi-agent 

LLM configurations reflects a broader architectural debate 

within the AI research community. Yan et al. [7] conducted a 

systematic scoping review of LLM applications in education, 

noting that the majority of deployed systems rely on single-

agent designs due to their simplicity and lower computational 

overhead. Their analysis also revealed that single-agent  

systems are more susceptible to systematic biases, as the 

absence of internal review mechanisms allows errors to 

propagate unchecked through the generation pipeline [8].  

2.3 PROMPTING STRATEGIES FOR EDUCATIONAL 

CONTEXTS: CHAIN-OF-THOUGHT, ROLE-

PLAYING, AND RUBRIC-GUIDED 

APPROACHES 

The design of prompting strategies constitutes a critical 

variable in LLM-based educational applications. Abu-

Rasheed et al. [9] demonstrated that augmenting LLM prompts 

with structured knowledge representations—such as 

knowledge graphs—can substantially improve the contextual 

relevance and explanatory depth of generated educational 

content. This finding suggests that the information 

architecture embedded within prompts exerts a measurable 

influence on output quality, independent of the underlying 

model's capabilities [10]. 

Dan et al. [11] provided a comprehensive taxonomy of 

LLM agent applications in education, categorizing prompting 

strategies along dimensions including role specification, 

reasoning depth, and collaborative structure. Their survey 

identified three dominant prompting paradigms in current 

educational AI research: chain-of-thought prompting, which 

guides the agent through explicit reasoning steps; role-

playing prompting, which assigns the agent a specific 

pedagogical persona; and rubric-guided prompting, which  

anchors the agent's evaluation to predefined assessment 

criteria. [12][13]The present study operationalizes each of these 

paradigms within both single-agent and multi-agent 

configurations to enable direct empirical comparison. 
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3 METHODOLOGY 

3.1 TASK DESIGN: FORMATIVE FEEDBACK 

GENERATION ON STUDENT ASSIGNMENTS 

The experimental task required each prompting strategy 

to generate formative feedback on undergraduate 

argumentative essays. Bernabei et al. [14] emphasized that 

educational AI agents must be evaluated against authentic 

pedagogical tasks rather than synthetic benchmarks to ensure 

ecological validity. Guided by this principle, the study 

collected a corpus of 200 argumentative essays written by 

second-year undergraduate students enrolled in an English 

academic writing course at a  comprehensive university. Each 

essay addressed one of four assigned topics related to 

contemporary social issues, with a required length of 500 to 

800 words[15]. The essays were pre-scored by the course 

instructor using a standardized analytic rubric covering thesis 

clarity, argument development, evidence use, organization, 

and language mechanics. This pre-scoring served as the 

ground-truth quality reference against which AI-generated 

feedback was later compared. 

The formative feedback task was defined as follows: 

given a student essay and the analytic rubric, the LLM agent 

must produce a feedback response that (a) identifies specific 

strengths and weaknesses in the essay, (b) provides actionable 

suggestions for revision, and (c) maintains a constructive and 

pedagogically appropriate tone. No constraints were imposed 

on feedback length, as variation in verbosity across strategies 

constituted an additional variable of analytical interest [16][17]. 

Table 1 presents the four prompting strategies evaluated 

in this study. 

TABLE 1: SUMMARY OF PROMPTING STRATEGY 

CONFIGURATIONS 

Strate

gy ID 

Architect

ure 

Prompti

ng 

Techni

que 

Agent 

Roles 

Description 

S1 Single-

Agent 

Zero-

Shot 

Feedba

ck 

Generat

or 

The LLM 

receives the 

essay and 

rubric with a 

direct 

instruction to 

generate 

formative 

feedback. No 

reasoning 

scaffolding or 

role 

specification is 

provided. 

S2 Single-

Agent 

Chain-

of-

Though

Feedba

ck 

Generat

The LLM is 

prompted to 

analyze the 

t or essay step by 

step—

evaluating 

each rubric 

dimension 

sequentially 

before 

composing the 

final feedback. 

S3 Multi-

Agent 

(Dual) 

Role-

Playing 

+ 

Rubric-

Guided 

Evaluat

or, 

Review

er 

Two agents 

operate in 

sequence: the 

Evaluator 

generates 

initial 

feedback 

based on the 

rubric; the 

Reviewer 

critiques and 

refines the 

Evaluator's 

output for 

accuracy and 

tone. 

S4 Multi-

Agent 

(Tri) 

Role-

Playing 

+ CoT 

+ 

Rubric-

Guided 

Evaluat

or, 

Review

er, 

Student 

Simulat

or 

Three agents 

interact: the 

Evaluator 

generates 

feedback, the 

Student 

Simulator 

anticipates 

potential 

misunderstand

ings, and the 

Reviewer 

synthesizes 

both 

perspectives 

into a final 

response. 

3.2 PROMPTING STRATEGY DESIGN: SINGLE-

AGENT BASELINES AND MULTI-AGENT 

CONFIGURATIONS 

The design of each prompting strategy was informed by 

established frameworks in both prompt engineering and 

educational assessment theory. Dai et al. [18] outlined key 

principles for aligning LLM-generated feedback with  

formative assessment practices, including the need for 

diagnostic specificity, forward-looking guidance, and 

learner-centered language. These principles were embedded 

into the prompt templates for all four strategies, ensuring that 

observed quality differences could be attributed to 

architectural and prompting variations rather than 

inconsistencies in instructional framing. 
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Strategy S1 served as the minimal baseline. The prompt 

consisted of a system instruction defining the agent's role as 

a writing instructor, followed by the student essay and the 

analytic rubric. No additional reasoning scaffolding was 

provided [19][20]. Strategy S2 augmented the S1 template with 

an explicit chain-of-thought directive, instructing the agent to 

evaluate the essay along each rubric dimension in sequence, 

document its reasoning for each dimension, and only then 

compose the integrated feedba ck response. 

Strategy S3 introduced a dual-agent architecture. The 

Evaluator agent received the same prompt as S2 and 

generated an initial feedback draft. This draft, along with the 

original essay and rubric, was then passed to the Reviewer 

agent, whose prompt instructed it to identify instances of 

over-praise, unsupported claims, vague language, or missing 

rubric dimensions in the Evaluator's output [21]. The Reviewer 

produced a revised feedback response incorporating its 

corrections. Strategy S4 extended S3 by introducing a Student 

Simulator agent positioned between the Evaluator and 

Reviewer. The Student Simulator's prompt instructed it to 

read the Evaluator's feedback from the perspective of the 

essay's author and generate a list of potential points of 

confusion, perceived unfairness, or unclear suggestions [22]. 

The Reviewer then received both the Evaluator's original 

feedback and the Student Simulator's concerns, producing a 

final feedback response that addressed both evaluative 

accuracy and student comprehensibility. 

All experiments were conducted using GPT-4-Turbo  

(gpt-4-turbo-2024-04-09) accessed through the OpenAI API 

with temperature set to 0.3 and maximum output tokens set 

to 2048. Each essay was processed through all four strategies, 

yielding a total of 800 feedback instances (200 essays × 4 

strategies). 

TABLE 2: DATASET CHARACTERISTICS 

Attribute Value 

Total essays 200 

Essay topics 4 (50 essays per topic) 

Word count range 502–793 words 

Mean word count 641.3 SD=72.8 

Student level Second - year undergraduate 

Pre - scored rubric 

dimensions 

5 (Thesis, Argument, Evidence, 

Organization, Language) 

Instructor score 

range 

52–96 (out of 100) 

Mean instructor 

score 

71.4 SD=11.6 

 

FIGURE 1: SCHEMATIC OVERVIEW OF THE 

EXPERIMENTAL PIPELINE 

Figure 1 illustrates the end-to-end experimental 

workflow. The diagram is structured as a horizontal flowchart 

with four parallel processing lanes, one for each prompting 

strategy (S1–S4). On the left side, the input module depicts 

the essay corpus and ana lytic rubric feeding into a 

preprocessing stage where essays are formatted with 

consistent metadata headers. The four lanes diverge from this 

common input stage. The S1 and S2 lanes each show a single 

LLM node processing the input and producing feedback. The 

S3 lane shows two sequential LLM nodes (Evaluator → 

Reviewer) connected by a directed arrow, with the 

intermediate feedback draft labeled as a data artifact between 

them. The S4 lane displays three LLM nodes arranged in a 

triangular relay configuration: the Evaluator feeds into both 

the Student Simulator and the Reviewer, with the Student 

Simulator's output also feeding into the Reviewer as a 

secondary input. On the right side, all four lanes converge 

into a unified evaluation module, which branches into  two 

parallel assessment streams—human expert scoring and 

automated metric computation—before merging into the final 

comparative analysis stage. Color coding distinguishes agent 

roles: blue for Evaluator, orange for Reviewer, and green for 

Student Simulator. Dashed borders indicate optional 

feedback loops used during pilot testing. 

3.3 EVALUATION FRAMEWORK: AUTOMATED 

METRICS AND HUMAN EXPERT SCORING 

The evaluation framework combined human expert 

scoring with automated textual similarity metrics to provide 

a comprehensive assessment of feedback quality. Zhang et al. 
[23] demonstrated that multi-source evaluation combining 

human judgment with computational metrics yields more 

robust assessments of LLM-generated educational content 

than either approach alone. 

Three doctoral students with experience in English  

composition instruction served as independent human raters. 

Each rater evaluated all 800 feedback instances using a five-

dimension analytic rubric, with each dimension scored on a 

five-point Likert scale (1 = very poor, 5 = excellent). The five 

evaluation dimensions were: Accuracy (factual correctness of 

the feedback relative to the essay content), Specificity (degree 
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to which the feedback references concrete elements of the 

student's writing), Actionability (clarity and feasibility of 

revision suggestions), Constructive Tone (appropriateness of 

language, encouragement, and absence of discouraging 

phrasing), and Completeness (coverage of all relevant rubric 

dimensions). The Composite Quality Score (CQS) for each 

feedback instance was computed as the weighted average 

across all five dimensions: 

CQS = (0.25 x Accuracy + 0.20 x Specificity + 0.25 x 

Actionability + 0.15 x Tone + 0.15 x Completeness) 

Inter-rater reliability was assessed using Cohen's 

weighted kappa (kappa_w), computed pairwise for each 

dimension and averaged across all rater pairs. The formula 

for Cohen's kappa is: 

kappa = (P_o - P_e) / (1 - P_e) 

where P_o represents the observed proportion of 

agreement and P_e represents the expected proportion of 

agreement under chance. A kappa_w value above 0.60 was 

set as the minimum threshold for acceptable reliability. 

TABLE 3: EVALUATION DIMENSIONS, WEIGHTS, AND 

INTER-RATER RELIABILITY 

Dimension Weight 

in CQS 

Description Mean 

kappa_w 

Accuracy 0.25 Correctness of 

diagnostic claims 

about the essay 

0.74 

Specificity 0.20 Reference to 

concrete textual 

elements 

0.71 

Actionability 0.25 Clarity and 

feasibility of 

suggested 

revisions 

0.68 

Constructive 

Tone 

0.15 Pedagogically 

supportive and 

encouraging 

language 

0.77 

Completeness 0.15 Coverage of all 

rubric - specified 

dimensions 

0.72 

Automated metrics included BERTScore F1, ROUGE-

L, and BLEU-4, computed between each AI-generated 

feedback instance and a set of reference feedback responses 

authored by the course instructor for a stratified subset of 40 

essays (10 per topic). BERTScore F1 was calculated as:  

F_BERT = 2 x P_BERT x R_BERT / (P_BERT + 

R_BERT) 

where P_BERT and R_BERT denote BERTScore 

precision and recall, respectively. 

3.4 DATASET DESCRIPTION AND EXPERIMENTAL 

SETUP 

The essay corpus was collected during the Spring 2024 

semester with institutional ethics approval and informed 

consent from all participating students. Essays were 

anonymized by removing student identifiers and replacing 

proper nouns with generic placeholders where necessary. The 

four essay topics were: (T1) the role of social media in 

democratic participation, (T2) the ethics of artificial 

intelligence in hiring decisions, (T3) the impact of remote 

work on organizational culture, and (T4) universal basic 

income as a policy instrument. Topic assignment was 

randomized across students to control for self -selection 

effects. 

The computational infrastructure consisted of a 

dedicated server running Python 3.11 with the OpenAI 

Python SDK (v1.14.0). API calls were executed sequentially 

with a 2-second inter-request delay to avoid rate-limiting. For 

multi-agent strategies (S3 and S4), agent interactions were 

orchestrated through a custom pipeline that managed message 

passing and context accumulation across agent turns. All 

prompts, API responses, and evaluation scores were logged  

in a structured SQLite database for reproducibility. 

4 RESULTS AND ANALYSIS 

4.1 OVERALL FEEDBACK QUALITY COMPARISON 

ACROSS STRATEGIES 

Table 4 presents the mean scores across all five 

evaluation dimensions and the composite quality score for 

each prompting strategy. The tri-role multi-agent 

configuration (S4) achieved the highest CQS of 4.21, 

followed by the dual-role multi-agent (S3) at 3.89, the chain-

of-thought single-agent (S2) at 3.64, and the zero-shot single-

agent (S1) at 3.11. A one-way repeated-measures ANOVA 

confirmed a statistically significant main effect of prompting 

strategy on CQS, F(3, 597) = 47.32, p < 0.001, partial eta -

squared = 0.19. 

TABLE 4: MEAN FEEDBACK QUALITY SCORES ACROSS 

PROMPTING STRATEGIES (N = 200 PER STRATEGY) 

Dimension S1 

(Zero - 

Shot) 

S2 

(CoT) 

S3 (Dual 

- Agent) 

S4 (Tri - 

Agent) 

Accuracy 3.24 

(0.81) 

3.78 

(0.69) 

4.02 

(0.58) 

4.31 

(0.49) 

Specificity 2.89 

(0.93) 

3.51 

(0.77) 

3.84 

(0.64) 

4.18 

(0.53) 

Actionability 3.05 

(0.88) 

3.62 

(0.72) 

3.91 

(0.61) 

4.24 

(0.50) 

Constructive 

Tone 

3.42 

(0.76) 

3.67 

(0.71) 

3.78 

(0.65) 

4.03 

(0.59) 

Completeness 2.97 

(0.91) 

3.58 

(0.74) 

3.82 

(0.63) 

4.15 

(0.54) 

CQS 3.11 

(0.72) 

3.64 

(0.61) 

3.89 

(0.53) 

4.21 

(0.44) 

Note: Standard deviations are shown in parentheses. 
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CQS = Composite Quality Score. 

Pairwise post-hoc comparisons using Bonferroni-

corrected paired t-tests revealed significant differences 

between all strategy pairs (all p < 0.01), with the exception of 

the Constructive Tone dimension, where the difference 

between S2 and S3 did not reach significance (p = 0.087). The 

largest effect sizes were observed in the Specificity  

dimension, where S4 outperformed S1 by 1.29 points 

(Cohen's d = 1.69), and in the Actionability dimension, where 

S4 exceeded S1 by 1.19 points (Cohen's d = 1.65). Park et a l. 
[24] reported comparable patterns in their evaluation of AI -

driven peer agents in game-based learning environments, 

where multi-component agent architectures consistently 

outperformed monolithic designs on feedback precision  

metrics. 

 

FIGURE 2: RADAR CHART OF MULTI-DIMENSIONAL 

FEEDBACK QUALITY SCORES 

Figure 2 displays a radar chart (also termed a spider 

diagram) with five axes corresponding to the five evaluation 

dimensions: Accuracy, Specificity, Actionability, 

Constructive Tone, and Completeness. Each axis extends 

from 1.0 at the center to 5.0 at the periphery, with gridlines at 

0.5 intervals. Four overlapping polygons—each representing 

one prompting strategy—are plotted using distinct colors and 

line styles: S1 in solid red, S2 in dashed blue, S3 in dash-dot 

green, and S4 in solid purple with circula r markers. The S1 

polygon is the smallest and most asymmetric, with a notable 

indentation on the Specificity axis (2.89) and a relative peak 

on Constructive Tone (3.42). The S4 polygon is the largest  

and most uniformly shaped, approaching the 4.0–4.3 range 

across all five axes. The S2 and S3 polygons occupy 

intermediate positions, with S3 consistently enclosing S2. A 

legend in the upper-right corner identifies each polygon by 

strategy name and color. The visual pattern clearly 

communicates that multi-agent strategies produce more 

balanced and uniformly high-quality feedback across all 

evaluated dimensions. 

The automated textual similarity metrics corroborated 

the human evaluation trends. S4 achieved the highest mean 

BERTScore F1 of 0.673 (SD = 0.041), compared to 0.651 

(SD = 0.043) for S3, 0.628 (SD = 0.048) for S2, and 0.594 

(SD = 0.055) for S1. ROUGE-L scores followed the same 

rank order: S4 = 0.312, S3 = 0.289, S2 = 0.264, S1 = 0.231. 

BLEU-4 scores were uniformly low across all strategies 

(range: 0.048–0.079), reflecting the expected lexical diversity  

between AI-generated and human-authored feedback. 

4.2 ANALYSIS OF OVER-PRAISE, OVER-

INFERENCE, AND HALLUCINATION RATES 

A critical dimension of feedback quality concerns the 

prevalence of systematic errors. Scarlatos et al. [25] 

demonstrated that dialogue-driven LLM agents can reduce 

diagnostic errors through iterative conversational probing, a 

mechanism functionally analogous to the multi-turn review 

process embedded in the multi-agent strategies evaluated here. 

In the present study, all 800 feedback instances were 

independently coded by two raters for the presence of four 

error types: Over-Praise (unwarranted positive evaluation not 

supported by the essay content), Over-Inference (attribution 

of student intentions or understanding not evidenced in the 

text), Hallucination (reference to essay content that does not 

exist), and Omission (failure to address a rubric dimension 

with identifiable issues) [26]. 

TABLE 5: ERROR TYPE FREQUENCY DISTRIBUTION 

ACROSS PROMPTING STRATEGIES 

Error Type S1 

(n, %) 

S2 

(n, %) 

S3 

(n, %) 

S4 

(n, %) 

Over-Praise 127, 

63.5% 

84, 

42.0% 

52, 

26.0% 

31, 

15.5% 

Over-Inference 89, 

44.5% 

61, 

30.5% 

38, 

19.0% 

22, 

11.0% 

Hallucination 43, 

21.5% 

28, 

14.0% 

15, 

7.5% 

8, 4.0% 

Omission 104, 

52.0% 

67, 

33.5% 

41, 

20.5% 

24, 

12.0% 

Any Error (≥1  

type) 

168, 

84.0% 

131, 

65.5% 

89, 

44.5% 

54, 

27.0% 

The most striking finding is the monotonic decrease in 

error rates as architectural complexity increases. The zero-

shot single-agent strategy (S1) produced at least one error 

type in 84.0% of feedback instances, while the tri-role multi-

agent strategy (S4) reduced this figure to 27.0%—a relative 

reduction of 67.9%. Over-praise was the most prevalent error 

type across all strategies, occurring in 63.5% of S1 outputs. 

The introduction of the Reviewer agent in S3 reduced over-

praise incidence to 26.0%, and the additional Student 

Simulator in S4 further reduced it to 15.5%. This pattern 

suggests that the Reviewer agent's explicit mandate to 

identify unwarranted positive evaluations directly mitigates 

the well-documented positivity bias inherent in instruction-

tuned LLMs. 

Hallucination rates, while lower in absolute terms, 
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exhibited the most dramatic relative reduction across 

strategies. S1 produced hallucinated content references in 

21.5% of feedback instances, a  rate that dropped to 4.0% 

under S4. Qualitative inspection of hallucinated content 

revealed that S1 hallucinations frequently involved fabricated 

quotations attributed to the student essay, while S3 and S4 

hallucinations were limited to minor paraphrasing 

inaccuracies that preserved the original semantic content. 

 

FIGURE 3: GROUPED BAR CHART OF ERROR TYPE 

FREQUENCIES ACROSS STRATEGIES 

Figure 3 presents a grouped bar chart with four clusters 

corresponding to the four error types (Over-Praise, Over-

Inference, Hallucination, Omission). Within each cluster, 

four vertical bars represent the four prompting strategies, 

using the same color scheme as Figure 2: red for S1, blue for 

S2, green for S3, and purple for S4. The y-axis displays the 

percentage of feedback instances containing each error type, 

ranging from 0% to 70%. Each bar is annotated with its exact 

percentage value at the top. A horizontal dashed line at 20% 

marks a reference threshold for acceptable error rates. The 

visual pattern across all four clusters is a consistent left-to-

right decrease in bar height, with S4 bars falling below the 20% 

threshold in all categories and S1 bars exceeding it in three of 

four categories (all except Hallucination, which falls just 

above at 21.5%). Error bars representing 95% confidence 

intervals are displayed atop each bar. The chart includes a 

secondary annotation overlay highlighting the relative 

reduction percentages between S1 and S4 for each error type, 

connected by diagonal arrows spanning each cluster. 

4.3 IMPACT OF AGENT ROLE DECOMPOSITION 

ON FEEDBACK SPECIFICITY AND 

ACTIONABILITY 

The Specificity and Actionability dimensions merit 

focused analysis, as these qualities most directly determine 

the practical utility of formative feedback from a student's 

perspective. Across all 200 essays, feedback instances 

generated by S4 contained a mean of 4.7 specific textual 

references (direct mentions of particular sentences, phrases, 

or structural elements in the student's essay), compared to 3.8 

for S3, 2.9 for S2, and 1.6 for S1. A Kruskal-Wallis test 

confirmed a significant effect of strategy on specific 

reference count, H(3) = 189.4, p < 0.001. 

The Actionability scores also revealed meaningful 

qualitative differences [27]. S1 feedback frequently employed 

generic directives such as "improve your argument structure" 

without specifying which structural element required revision  

or how the revision should be approached. S2 feedback 

showed improved specificity in diagnosis but occasionally 

lacked concrete revision guidance. S3 feedback benefited 

from the Reviewer agent's tendency to transform vague 

evaluative statements into targeted suggestions [28]. S4 

feedback demonstrated the highest actionability scores, 

attributable to the Student Simulator's role in flagging 

ambiguous or potentially confusing suggestions before the 

Reviewer finalized the response. 

4.4 DISCUSSION: WHEN DOES MULTI-AGENT 

COLLABORATION OUTPERFORM SINGLE-

AGENT APPROACHES? 

The empirical evidence presented above reveals a 

consistent advantage for multi-agent configurations across all 

evaluated dimensions. Cohn et al. proposed that adaptive 

scaffolding in LLM-based pedagogical agents should be 

grounded in learning-theoretic principles, with agent roles 

mapped to specific instructional functions. The present 

findings align with this theoretical position: the 

decomposition of the feedback generation task into 

specialized sub-roles—evaluation, student perspective-taking, 

and quality review—mirrors the multi-faceted nature of 

expert human feedback practices. 

The performance gap between single-agent and multi-

agent strategies is not uniform across essay quality levels. A 

stratified analysis by instructor pre-score quartiles revealed 

that the advantage of S4 over S2 was most pronounced for 

essays in the second quartile (instructor scores 61–71), where 

the CQS difference was 0.74 points. For the highest-scoring 

essays (fourth quartile, scores 85–96), the CQS difference 

narrowed to 0.38 points. This pattern suggests that multi-

agent architectures provide the greatest incremental value 

when processing essays of intermediate quality, where 

diagnostic complexity is highest and the risk of over-praise or 

omission is most acute. High-quality essays present fewer 

diagnostic challenges, reducing the marginal benefit of 

additional agent perspectives. 

The computational cost of multi-agent strategies 

constitutes a practical consideration. The mean API token 

consumption per feedback instance was 847 tokens for S1, 

1,264 tokens for S2, 2,531 tokens for S3, and 3,892 tokens 

for S4. The S4 strategy consumed approximately 4.6 times 

the tokens of S1, translating to proportionally higher API 

costs. For institutions operating under budget constraints, S2 

offers a pragmatic middle ground—achieving 86.5% of S4's 

CQS at 32.5% of its token cost. 



 

Journal of Intelligence and Engineering Technology 

Vol. 1, No. 2, 2026   

Published By SOU THERN UNITED ACADEMY OF SCIENCES LIMITED   36 

Copyright ©  2026 The author retains copyright and grants the journal the right of first publication.  
This work is licensed under a Creative Commons Attribution 4.0 International License.  

5 CONCLUSION AND FUTURE 

WORK 

5.1 SUMMARY OF KEY FINDINGS 

This study conducted a systematic empirical 

comparison of four LLM prompting strategies—ranging from 

zero-shot single-agent to tri-role multi-agent 

configurations—for automated formative feedback 

generation on undergraduate argumentative essays. The 

experimental results demonstrate that multi-agent 

architectures produce measurably superior feedback across 

all five evaluated dimensions: accuracy, specificity, 

actionability, constructive tone, and completeness. The tri-

role configuration (S4), which incorpora tes an Evaluator, 

Student Simulator, and Reviewer, achieved the highest  

composite quality score (CQS = 4.21 on a 5-point scale) and 

the lowest error rates across all four error categories. The 

chain-of-thought single-agent strategy (S2) emerged as a 

cost-effective alternative, delivering competitive quality at 

substantially lower computational expense. 

5.2 PRACTICAL IMPLICATIONS FOR AI-ASSISTED 

EDUCATIONAL FEEDBACK 

The findings carry direct implications for the design and 

deployment of AI-assisted feedback tools in higher education. 

Instructors seeking to implement LLM-based feedback at 

scale should consider the trade-off between feedback quality 

and computational cost. The dual-agent strategy (S3) may 

represent an optimal compromise for many institutional 

contexts, providing meaningful reductions in over-praise and 

hallucination rates at moderate token costs. The inclusion of 

a Student Simulator agent in S4 addresses a dimension of 

feedback quality—comprehensibility from the learner's 

perspective—that is frequently overlooked in automated 

feedback systems. This role-based decomposition can be 

adapted to other educational tasks beyond essay feedback, 

including code review, lab report assessment, and peer 

evaluation scaffolding. 

5.3 LIMITATIONS AND DIRECTIONS FOR FUTURE 

RESEARCH 

Several limitations warrant consideration. The study 

relied on a single LLM (GPT-4-Turbo), and the 

generalizability of the observed performance patterns to other 

model families—such as Claude, Gemini, or open-source 

alternatives like Llama—remains to be established through 

cross-model replication studies. The essay corpus was drawn 

from a single institution and a single disciplinary context 

(English academic writing), limiting the ecological breadth of 

the findings. The human evaluation, while conducted by 

trained raters with acceptable inter-rater reliability, involved 

only three evaluators; expanding the rater pool in future work 

would strengthen the robustness of quality assessments. 

Future research should investigate the longitudinal 

effects of multi-agent feedback on student writing 

development. The present study evaluated feedback quality 

as a static property of a single interaction; tracking whether 

students who receive multi-agent feedback demonstrate 

greater revision gains over a semester would provide stronger 

evidence for the pedagogical value of architectural 

complexity. Cross-disciplinary replication in STEM writing, 

foreign language learning, and professional communication 

contexts would help delineate the boundary conditions of 

multi-agent advantages. The integration of student perception 

surveys and think-aloud protocols would complement the 

expert evaluation approach employed here by capturing how 

learners actually interpret and act upon AI-generated 

feedback. 
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